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Abstract—We study the problem of using Social Media to
detect natural disasters, of which we are interested in a special
kind, namely landslides. Employing information from Social
Media presents unique research challenges, as there exists a
considerable amount of noise due to multiple meanings of the
search keywords, such as “landslide” and “mudslide”. To tackle
these challenges, we propose REX, a rapid ensemble classification
system which can filter out noisy information by implementing
two key ideas: (I) a new method for constructing independent
classifiers that can be used for rapid ensemble classification of
Social Media texts, where each classifier is built using randomized
Explicit Semantic Analysis; and (II) a self-correction approach
which takes advantage of the observation that the majority label
assigned to Social Media texts belonging to a large event is
highly accurate. We perform experiments using real data from
Twitter over 1.5 years to show that REX classification achieves
0.98 in F-measure, which outperforms the standard Bag-of-
Words algorithm by an average of 0.14 and the state-of-the-
art Word2Vec algorithm by 0.04. We also release the annotated
datasets used in the experiments as a contribution to the research
community containing 282k labeled items.

I. INTRODUCTION

Social Media platforms have experienced remarkable
growth during recent years. For example, there are over 300M
active Twitter users monthly that post over 500M tweets per
day1. These platforms provide active communication channels
during mass convergence and emergency events, such as
disasters caused by natural hazards [1].

We are interested in a particular kind of natural disasters,
namely landslides, as they present unique research challenges.
Most importantly, there are no effective physical sensors that
would detect landslides directly. In addition, landslide related
keywords have multiple meanings that require sophisticated
approaches to filter out irrelevant messages.

We developed a real-time landslide detection service LIT-
MUS based on our studies and made it openly accessible for
continued evaluation and improvement of the system [2]. In
this paper, we study the problem of determining the relevance
of Social Media texts to landslide as a natural disaster with
respect to event detection using machine learning classifi-
cation. We explore the research challenge next for a better
understanding of this problem.

1https://about.twitter.com/company

A. Research Challenge: Irrelevant Meanings of Search Key-
words

We use landslide related keywords, including landslide,
mudslide, and rockslide, to download raw data from Social
Media as input to the system. The challenge is that these
keywords are polysemous words, which have multiple irrel-
evant meanings. The following is a list of frequent examples
of irrelevant topics involving the use of these words:
• landslide as an adjective describing an overwhelming

majority of votes or victory: “New post: Hage Geingob on
track to becoming next president of Namibia in election
landslide http://t.co/A4QBn2hqvZ”

• landslide as a part of the lyrics from the “Bohemian
rhapsody” song by Queen: ‘Is this a real life? Or is this
just fantasy? Caught in a landslide no escape from reality.
*Bohemian Rhapsody, Queen”.

• mudslide as a popular cocktail: “Nothing better on a
Thursday than a boat drink. Mudslide topped off with
a Patron Cafe floater at Buoy Bar, Point L. . . ”

• rockslide as a popular dessert: “Rockslide Brownie ice
cream should be a thing in Germany”

The most trivial solution for finding irrelevant items in
Social Media is by generating a list of stop words with respect
to landslide as a natural disaster, such as election, rhapsody,
cocktail, and brownie, and a list of stop phrases containing
excerpts from song lyrics, for example, “no escape from
reality”. Nonetheless, even after applying this method there
are still many unlabeled items and thus more sophisticated
approaches are needed to filter out the remaining noise such
as the following:
• “Florida State overrated!?! You went too far bruh, they

won every game by LANDSLIDES pay respect.”
• “President Goodluck Jonathan will run in 2015 and win

by a landslide, he saved Nigeria from imminent collapse
— Chief Edwin Clark”

B. Our Contributions

To address the challenge of irrelevant meanings of search
keywords, we propose REX, a rapid ensemble classification
system for accurate classification of Social Media texts in
regards to landslide as a natural disaster. REX manages to
filter out the remaining noise from social networks based on
machine learning classification. Compared with the standard



Bag-of-Words and the state-of-the-art distributed word repre-
sentation approaches to text classification, REX takes advan-
tage of three important considerations: (I) Explicit Semantic
Analysis method is proficient at word sense disambiguation,
and the reasonable size of index collection is between 1,000 -
10,000 random documents [3]; (II) an ensemble of classifiers
performs better than any of its individual members if the
classifiers are accurate and diverse [4]; (III) an observation that
the predicted relevance of a large event comprising multiple
tweets to landslide as a natural disaster is highly accurate.

Based on (I), we select a random sample to reduce the high-
dimensionality of Wikipedia knowledge repository used as the
index collection by the Explicit Semantic Analysis approach.
Specifically, we propose a randomized ESA approach that
speeds up text classification while maintaining high perfor-
mance by utilizing all concepts from the reduced Wikipedia
repository as classification features.

Based on (II), we justify the use of ensemble classification
by showing that the individual classifiers are accurate and
diverse, which is a necessary and sufficient condition. Diver-
sity is achieved by using a combination of two approaches -
manipulation of input features and manipulation of training
examples, while accuracy of individual classifiers is shown
empirically to be high, namely > 0.8. We also determine
a bound on the number of classifiers needed to predict an
aggregate label by majority agreement.

Based on (III), we propose to improve the performance of
classification of Social Media texts by assigning the aggregate
label of a large event comprising multiple tweets to each
individual tweet in it. We run a set of experiments where
we define a large event as an event having more than 10,
100 and 1,000 tweets and evaluate the performance of the
self-correction approach empirically. In summary, our key
contributions are:

1. Construction of independent classifiers. We propose
a new method for constructing independent classifiers, where
the input features are built using randomized Explicit Semantic
Analysis based on Wikipedia as a knowledge repository and
the training examples are selected using the general bootstrap-
ping technique.

2. Ensemble classification system with self correction. We
increase the overall classification accuracy by running multiple
accurate and diverse classifiers in parallel on each data item
using majority agreement for label prediction. We justify a
bound on the number of classifiers needed and further improve
classification accuracy using a self correction approach based
on the accuracy of an aggregate label of an event comprising
multiple tweets.

3. Annotated social media datasets. We release the
annotated datasets used in the experiments containing over
282k labeled items and spanning 1.5 years. The datasets are
split into training and evaluation sets and are dedicated to
a comprehensive coverage of landslide and related natural
disaster events.

Road Map. Section II discusses related work. Section III
formally defines the problem of event detection using Social

Media. Section IV presents an overview of our approach
REX and its place in the landslide detection service LITMUS.
Section V describes our rapid ensemble classification system
and Section VI presents the experimental results using real-
world data. Finally, Section VII concludes the paper.

II. RELATED WORK

A. Computing Semantic Relatedness using ESA

Explicit Semantic Analysis (ESA) was introduced by [5]
as an approach that represented the meaning of texts in a
high-dimensional space of Wikipedia-based concepts. Given
a text fragment, for example, “Bernanke takes charge”, ESA
generates the following top concepts that are highly relevant to
the input — Ben Bernanke, Federal Reserve, Chairman of the
Federal Reserve, Alan Greenspan (Bernanke’s predecessor),
Monetarism (an economic theory of money supply and central
banking), inflation and deflation [6].

Since ESA discovery, many researchers have used it suc-
cessfully in various applications, including [7], [8], and [9]. In
addition, several studies have been conducted to understand or
enhance ESA performance, including [3]. Anderka and Stein
revisited ESA and performed some initial analysis targeting
the impact of the index collection on the ESA performance.
They concluded that ESA is a general methodology that can be
applied on any corpus with concept-level titles or categories.

A random sample of Wikipedia repository as features for
rapid text classification was proposed in [10]. We continue
the study of the ESA method and propose an ensemble
classification system based on multiple classifiers, where each
classifier’s model is generated using a combination of two
approaches — manipulation of input features and manipulation
of training examples.

B. Computing Semantic Relatedness using Distributed Word
Representations

Distributed representation methods have experienced a
growth of interest in various domains, including natural
language processing. The works by [11], [12], and [13]
demonstrated that complex relationships among data can be
successfully modeled by learning multiple levels of rep-
resentation. The state-of-the-art model of distributed repre-
sentation is Continuous Bag-of-Words Model (CBOW) and
Skip-gram model proposed in [14]. These representations
can effectively encode dimensions of word similarity and
allow vector algebraic operations that support both syntactic:
xapple − xapples ≈ xcar − xcars ≈ xfamily − xfamilies and
semantic: xshirt−xclothing ≈ xchair−xfurniture similarities
[15].

Distributed word representations have been successfully
used for text classification [16], [17]. However, our pro-
posed approach REX is fundamentally different from the
distributed word representation approach. REX uses a sample
of Wikipedia concepts as features and represents texts as
weighted combinations of the concept vectors corresponding
to their words, whereas the distributed word representation
learns its features via multiple levels of representation.



We compare an implementation of our approach with text
classification based on distributed word representations and
show that REX achieves better performance when classifying
Social Media texts for landslide detection using an evaluation
period of one year.

C. Event Detection using Social Media

Disaster detection based on social media received abundant
attention in the last several years. Twitter Earthquake Detec-
tor (TED) system inferred the level of public interest in a
particular earthquake from Twitter activity to decide which
earthquakes to disseminate to the public [18]. The real-time
nature of Twitter for detection of earthquakes was investigated
and machine learning classification was proposed to clarify
whether a tweet is actually referring to an actual earthquake
occurrence or not [19]. A platform and client tools were de-
veloped to identify relevant Twitter messages that can be used
to inform the situation awareness of an emergency incident as
it unfolds [20]. Human-participation through crowdsourcing
was leveraged to perform automatic classification of crisis-
related microblog communications in real-time [21]. A multi-
service composition approach was applied to the detection of
landslides [22].

The focus of this work lies in improving the accuracy of
real-time disaster detection based on the data from Social
Media by proposing a rapid ensemble classification system
and evaluating its performance using real data from Twitter.

III. PROBLEM DEFINITION

Denote as E the set of all natural disaster events in real
life. For a social network s, denote as Ts the set of all texts
related to disaster events published in the social network s,
and φs : Ts → E the injective function mapping each online
text of s to a natural disaster event based on relevance (e.g.,
location and time). Our Event Detection using Social Media
(EDSM) problem is defined as follows.

Definition 1. Event Detection using Social Media: Given a
social network set S: {S1, S2, ..., Sn}, where n is the number
of social networks, the problem of event detection is to find
a function f to decide if any potential event picked from any
social network Si corresponds to the same natural disaster
event, i.e., f : TS1

× TS2
× ... × TSn

→ {0, 1}, such that for
any event e ∈ TS1

× TS2
× ...× TSn

, we have

f(e) =

{
1, if F (φS(TS)) >= r;

0, otherwise.
(1)

Here, function F is our integration strategy, and r is the
threshold we set up in the strategy. For example, if F is
majority voting strategy which calculates the percentage of
majority of votes, then r would be 50%.

It is worth noting that the naive approach to solve this
problem is by examining every event set without any attribute
filtering in social networks, which results in high computa-
tional costs. By using REX, we apply noise filtering and text
classification to generate all possible events, and then use

integration strategy to optimize the results intelligently through
self correction.

Also note, that although in the experimental evaluation
below in Section VI we only consider the data retrieved from
a single social network, namely Twitter, the EDSM is defined
as a generic problem over a set of social networks. We plan to
add analysis and experiments involving the integration of data
from multiple social networks in our next publication as the
data from each additional source not only increases coverage
of the detected events, but also adds confidence to the decision
making process.

IV. FRAMEWORK OVERVIEW

In this paper, we propose REX, a rapid ensemble classifica-
tion system. REX itself is part of a landslide detection service
LITMUS — see Figure 1 for a high-level overview of the
system and note where REX resides in the system’s pipeline.

LITMUS downloads data from both physical and social
information services and uses its geo-tagging component to
assign geographic coordinates to data items based on mentions
of places in their textual description. Next, it applies its REX
component to label geo-tagged data items as either relevant or
irrelevant to landslide as a natural disaster. Finally, LITMUS
integrates the reported events from all physical and social
sources that refer to the same geo-location and assigns a score
to each location based on its computed relevance to landslides.

We focus on the implementation of the REX component
in this paper. REX is composed of the following three main
steps:

Step 1. Construction of individual classifiers. We propose
a randomized Explicit Semantic Analysis approach for build-
ing independent classifiers using Wikipedia as a knowledge
repository. Details are provided in Section V-A.

Step 2. Ensemble classification. We use the Chernoff
bounds to determine a bound on the number of classifiers
needed to predict an aggregate label by majority agreement.
Details are provided in Section V-B.

Step 3. Self correction. We take advantage of the obser-
vation that the majority label assigned to Social Media texts
belonging to a large event is on average correct, in order to
improve the performance of ensemble classification. Details
are provided in Section V-C.

V. REX: RAPID ENSEMBLE CLASSIFICATION SYSTEM

In this section we describe a new method for constructing
independent classifiers that can be used for rapid ensemble
classification of Social Media texts, where each classifier is
built using randomized Explicit Semantic Analysis. Next we
show that these classifiers can be represented as independent
Bernoulli random variables. Finally, we use the Chernoff
bounds to determine a bound on the number of classifiers
needed to predict an aggregate label by majority agreement.

A. Construction of Independent Classifiers

Formulization of ESA. As we mention in Section I,
Explicit Semantic Analysis (ESA) is a popular method for



Fig. 1. Overview of LITMUS pipeline

computing semantic relatedness. The following is a formal-
ization of ESA [23].

Given a text t ESA maps it to a high-dimensional real-
valued vector space. This vector space represents exter-
nal categories, for example Wikipedia repository Wk =
{a1, a2, ..., an} in language Lk, such that each dimension
corresponds to an article ai. This mapping is given by the
following function:

Fk(t) = 〈v1, v2, ..., v|Wk|〉,

where |Wk| is the number of articles in Wikipedia Wk

corresponding to language Lk. The value vi in the ESA vector
of t expresses the strength of association between t and the
Wikipedia article ai. Based on a function assoc that defines the
strength of association between words and Wikipedia articles,
the values vi can be computed as the sum of the association
strength of all words of t = 〈w1, w2, ..., ws〉 to the article ai:

vi =
∑
wj∈t

assoc(wj , ai)

One approach to define such an association strength function
assoc is to use a TF-IDF function based on the Bag-of-Words
(BOW) model of the Wikipedia articles. The association
strength of word wj to article ai is then equal to the TF-IDF
value of wj in ai:

assoc(wj , ai) = TF -IDFai(wj)

Note, that cosine normalization is applied to the association
strength function to disregard differences in document length.

Randomized ESA. The runtime applicability of the ESA
method is challenging due to the size of Wikipedia, which is
5,330,542 articles in its English version as of this writing and
it only keeps growing2. The large number of articles makes
ESA very hard to use for text classification, because of its
high dimensionality. Even the original ESA paper uses a Bag-
of-Words approach enriched with the top 10 concepts instead
of applying all Wikipedia concepts for text classification.

The size of a document collection used by ESA method
achieves a reasonable trade-off between accuracy and runtime
with a number of 1,000 - 10,000 random documents [3].

2http://en.wikipedia.org/wiki/Wikipedia:Size of Wikipedia

Therefore, we propose to use a random sample of Wikipedia
articles. To determine the sample size for a proportion when
sampling with replacement we can use the following equation
from statistical inference:

n0 =
Z2p(1− p)

ε
,

where n0 is the sample size without considering the finite
population correction factor, Z or Z-score is a constant that
represents the number of standard deviations a given propor-
tion is away from the mean, p is the proportion and ε is the
margin of error.

Applying the finite population correction factor results in
the actual sample size n as follows:

n =
n0N

n0 + (N − 1)
,

where N is the population size. Given Z-score=1.96 for 95%
confidence interval and ε=0.02, n is equal to 2,400, which
falls within the range reported by [3].

B. Ensemble Classification

Justification for ensemble classification. As we show in
Section VI-D, each individual classifier built using a random-
ized ESA method has a high accuracy > 0.8. We propose to
increase an overall accuracy even higher by running multiple
classifiers in parallel on each data item, which is an example of
an ensemble of classifiers. A necessary and sufficient condition
for an ensemble of classifiers to perform better than any of
its individual members is if the classifiers are accurate and
diverse [4]. An accurate classifier is one whose error rate is
better than random guess, which is true in our case as each
classifier’s accuracy far exceeds 0.5.

Two classifiers are diverse if they make different errors on
new data points. Diversity is achieved in REX using a com-
bination of two approaches — manipulation of input features
and manipulation of training examples [4]. The randomized
ESA approach is an example of input feature manipulation,
because Wikipedia articles represent a full set of features and
each classifier is built using a random sample of those features.

Manipulation of training examples is achieved by applying
the general technique of bootstrapping. Given a training set



X = x1, x2, ..., xn with labels Y = y1, y2, ..., yn, boot-
strapping selects a random sample with replacement of the
training set. An example of a bootstrap might be X =
x2, x1, x10, x10, ..., x821 together with the corresponding la-
bels Y = y2, y1, y10, y10, ..., y821. Note, that there are some
duplicates, since a bootstrap resample comes from sampling
with replacement. The described approach results in indepen-
dent training sets and [24] show that the use of independent
training sets gives markedly better results than using the same
training set for all copies.

See Figure 2 for an overview of how REX classifiers are
constructed in parallel. Note, that each classifier uses its own
sample of Wikipedia articles for building semantic interpreter
and its own sample of the training set.

Fig. 2. Overview of construction of REX classifiers

See Figure 3 for an overview of the classification process
performed by REX. It shows that a set of n classifiers is
maintained to predict the relevance label of Social Media texts.
The majority vote is applied to generate the binary label for
each text, where labels are either relevant or irrelevant to
landslide as a natural disaster.

Our approach allows us to classify tweets rapidly compared
to the original ESA approach due to a much smaller subset
of Wikipedia articles used in REX classification. See the next
subsection for a discussion of how to determine the number
of classifiers needed for an aggregate decision within a given
error rate.

Bound on the number of classifiers. Recall that a
Bernoulli random variable X is one that takes on the values

Fig. 3. Overview of classification process performed by REX

of 0 and 1 according to

P (X = j) =

{
p, if j = 1;

q = 1− p, if j = 0.

The classifiers in REX can be represented as Bernoully random
variables if for each classifier we consider 1 as the correct
classification result, which corresponds to either relevant or
irrelevant label and 0 as the incorrect classification result.
Furthermore, the classifiers in REX are independent as they are
constructed such that each classifier is built using its own set
of features and training examples as described in Section V-A.

Let X1, X2, ..., Xn be independent Bernoulli random vari-
ables, each having probability p > 1/2 of being equal to 1.
Then the probability of simultaneous occurrence of more than
n/2 of the events {Xk = 1} has an exact value S, where

S =

n∑
i=bn2 c+1

(
n

i

)
pi(1− p)n−i.

The Chernoff bound is the lower bound on S such that

S ≥ 1− e−2n(p− 1
2 )

2

.

Now we can use the Chernoff bounds to bound the success
probability of majority agreement for n independent, equally
likely events [25]. Suppose we want to ensure that we choose
the wrong label with at most a small probability ε. Then

ε ≥ e−2n(p− 1
2 )

2

,

ln ε ≥ −2n(p− 1

2
)2,

n ≥ −1

2
ln ε

1

(p− 1
2 )

2
,

n ≥ ln
1√
ε

1

(p− 1
2 )

2
. (2)

Using bound (2) we can compute how many independent trials
we need to be confident that we have chosen correctly. For
example, given p = 0.85 and ε = 0.05, n should be ≥ 13. In
other words, we need at least 13 classifiers running in parallel
to predict the label correctly using majority agreement in this
case.



C. Self Correction Approach

As we show in Section VI-C, the accuracy of REX clas-
sification is very high, such that the average F-measure for
classification of tweets over a one year evaluation period
is > 0.8. We observe that with such accuracy of labeling
individual tweets, the aggregate label of an event comprising
multiple tweets is also accurate.

We use this observation to improve the performance of REX
classification by assigning the aggregate label of a large event
comprising multiple tweets to each individual tweet in it. As
we show in Section VI-D, we define a large event as an event
having more than 10, 100 and 1,000 tweets in it and evaluate
the performance of the self-correction approach empirically.

We currently use spatiotemporal features of data from
physical and social information services for grouping them
into events, which can be either relevant or irrelevant. Since
an event is a point in time and space, REX only considers
geo-tagged items in its classification algorithm. In the future
we plan to add topic modeling features to improve location
estimation of landslide events.

Note, that the described self correction approach is a generic
technique, which can be also utilized by other approaches,
including the Bag-of-Words and Word2Vec algorithms, for
classification of Social Media items grouped by an event.

VI. EXPERIMENTAL EVALUATION

A. Experiment Setup

Real-world data. We conduct a set of experiments using
real-world data collected from Twitter. In particular, we use
Twitter’s Streaming API, which returns tweets in real-time
using a given set of keywords as its filter3. Our keywords
include landslide, mudslide, and rockslide. Because we
believe that an exact keyword match is performed by the
Streaming API, we also include the plural forms of the
keywords.

The data contains only geo-tagged items and it is split into
training and evaluation sets — see Table I for an overview.
The training set is collected during the period from August
to December 2013 using landslide and mudslide as search
keywords. Note, that an effort is made to have a roughly equal
number of relevant and irrelevant training examples. This is
implemented as follows. All tweets labeled as relevant are
preserved from the training period, whereas a subset of tweets
labeled as irrelevant are selected in a randomized manner, such
that the total number of irrelevant tweets is roughly equal to
the total number of relevant tweets in the training dataset.
The evaluation set covers the full year of 2014. For this set of
experiments we use Social Media texts, namely the text value
of tweets.

Each Social Media text is manually annotated as either
relevant or irrelevant. To mark items as relevant we use two
approaches. First we check whether a given text describes a
landslide event confirmed by the authoritative source, namely

3https://dev.twitter.com/streaming/reference/post/statuses/filter

Type Relevant Irrelevant Total
Training 13,028 13,925 26,953

Evaluation 221,008 34,209 255,217

TABLE I
OVERVIEW OF DATASETS

USGS4. Each month it compiles a list of landslides that
are reported by third party trustworthy sources, including
Associated Press, Fox News, Weather Channel, and Reuters. If
the landslide event described by a given item is not on this list
for a corresponding month then we use a second approach. If
the item contains a URL, then we check whether it describes
a landslide event and the source is trustworthy. Otherwise, we
search for a confirmation of the landslide event online using
the described event as a search query.

Irrelevant items are much easier to label as we only need to
check whether a given item uses other meanings of the land-
slide keywords, including an overwhelming election victory or
an excerpt from the lyrics.

We release both annotated datasets as a contribution to
the research community5. We believe it is the first published
dataset that contains annotated data from Twitter covering a
1.5 year period and dedicated to a comprehensive coverage
of a particular event type. The datasets are provided in JSON
format and contain item ID, cell, text, and label fields, where
item ID is provided by the originating social network, cell is
the estimated location, text is the textual description of the
social item and label is the manual annotation.

B. Selection of Classifier Algorithm

Machine learning classifiers. To find the best algorithm for
REX classifiers, we compare various classification algorithms
implemented in the Weka software package [26]. Weka is
an open source collection of algorithms that has become
the standard tool in the machine learning community. The
classifiers evaluated in this experiment include Naı̈ve Bayes,
Random Forest, Support Vector Machines, Logistic Regres-
sion, and Decision Tree (C4.5). The reason why we select
these classifiers is that they are not only popular, but they
also represent different categories of classification algorithms.
Through those algorithms, we determine which algorithm is
the best fit for our ensemble classification system REX and
the baseline methods, namely Word2Vec and BOW.

Experiment. For this experiment we first generate the
vectors using randomized ESA method based on a bootstrap
of the training set as described in Section V-A. Then we apply
10-fold cross-validation for each classifier algorithm under
consideration, namely Naı̈ve Bayes, Random Forest, Support
Vector Machines or SVM (implemented as SMO in Weka),
Logistic Regression, and C4.5 (implemented as J48 in Weka)
and report the results in Figure 4.

4web.archive.org/web/20160215000000*/landslides.usgs.gov/recent
5https://grait-dm.gatech.edu/resources/



Fig. 4. Selection of classifier algorithm for REX

Fig. 5. Selection of classifier algorithm for Word2Vec

From Figure 4, we find that SVM shows the best perfor-
mance out of the five classification algorithms in terms of
precision and recall [27]. This result is expected, as SVM is a
powerful classifier. Nevertheless, the accuracy of its results is
achieved at the expense of execution time. The fastest classifier
among the studied algorithms is Naı̈ve Bayes, yet its accuracy
is the worst. Based on these results we select SVM to be the
base classifier for REX.

Similarly, we analyze the performance of the classification
algorithms for the baseline methods. See Figure 5 for the
results of the selection of classification algorithm for the
Word2Vec method and Figure 6 for the results for the BOW
method. Note, that SVM again produces the best precision
and recall values for each of the baseline methods. Hence, we
select SVM to be the base classifier for REX, Word2Vec and
BOW methods in the remaining experiments.

C. Comparison of REX vs Baseline Methods

Baseline methods. In the previous experiment described
in Section VI-B we show that SVM is the best classification
algorithm for landslide detection using Social Media texts in
terms of F-measure. Using SVM as the classification algo-
rithm, we now compare REX based ensemble classification
against the baseline methods, namely Word2Vec and Bag-of-
Words (BOW) models.

As we discuss in Section II-B the Continuous Bag-of-
Words and Skip-gram model is a recent architecture that
has been successfully applied in various domains, including

Fig. 6. Selection of classifier algorithm for BOW

text classification. For this experiment we use its Word2Vec
implementation6. The authors of the implementation have
published pre-trained word vectors as part of Google News
dataset. The model contains 300-dimensional vectors for 3
million words and phrases.

BOW is a common baseline model that represents each
document as a bag of words. We select the top 2,400 terms
from the training set based on their frequency excluding stop
words. We use these terms as features and choose a binary
representation based on the presence of each feature in a given
text as the weighting scheme.

Experiment. For this experiment we evaluate our dataset
over the period of one year, 2014 — see Table I for an
overview. We start with the BOW baseline model. Applying
the top 2,400 terms from the training set based on their
frequency, we generate the vectors for the training and eval-
uation sets using binary representation. Next, we build the
classification model using SVM as the classifier. We then use
the built model to classify each item in the evaluation period.

Next, we continue with the Word2Vec baseline model, based
on which we generate vectors for the training set and average
vectors for all words in each training example to build the
classification model using SVM as the classifier. Similarly we
generate vectors for the evaluation set and use the built model
to classify each item in the evaluation period.

Finally, we construct SVM classifiers comprising REX
according to the approach described in Section V-A. First, we
generate 13 Wikipedia samples each containing 2,400 articles
randomly selected from Wikipedia. Using these articles as
knowledge repositories, we build ESA semantic interpreters.
Next we generate training samples using bootstrapping tech-
nique and generate corresponding vectors using semantic inter-
preters to build the SVM classification models. Using the built
models, we classify each item in the evaluation period, such
that for each item there are 13 predicted labels generated by
the corresponding SVM classifiers. We use majority agreement
to determine an aggregate label for each item.

Note, that we checked the amount of overlapping articles
in 13 Wikipedia samples each containing 2,400 articles. On

6https://code.google.com/p/word2vec/



Fig. 7. Comparison of REX vs baseline algorithms

Fig. 8. Ensemble classification using majority agreement versus average
individual performance

average there is only 1 overlapping article between each pair
of these samples.

See the results of the experiment in Figure 7. REX sig-
nificantly outperforms BOW based text classification in each
month during evaluation period by an average of 0.14 in F-
measure. REX also outperforms Word2Vec based classification
in F-measure in each month except for November 2014.
We plan to conduct further studies to analyze the dip in
performance during this month, but overall REX produces
better results than Word2Vec by an average of 0.04 in F-
measure.

D. REX in Detail

Ensemble classification vs individual performance. In
this experiment we analyze the performance of the ensem-
ble classification using majority agreement described in Sec-
tion V-A and compare it with the performance of the individual
classifiers.

The average F-measure performance of classifiers built
using randomized ESA is 0.854. As we explain in Section V-B,
we need at least 13 classifiers running in parallel to predict
the label correctly using majority agreement given the error
margin ε = 0.05. We compute the labels of Social Media
texts using majority agreement of 13 classifiers and plot the F-
measure performance in each month during evaluation period.
Next, instead of showing the performance of all individual
classifiers we compute their average F-measure performance
and plot it in the same diagram.

See the results of this experiment in Figure 8. On average
the ensemble classification using majority agreement improved
the performance of individual classifiers by 0.078 in F-measure
during the evaluation period.

Fig. 9. Influence of self-correction approach

Influence of self correction. We analyze the influence of
the self correction approach described in Section V-C. We
use the observation that for large events, both relevant and
irrelevant to landslide as a natural disaster, the overall decision
by the ensemble classification technique is highly accurate.
We define a large event as an event having more than 10,
100 and 1,000 tweets discussing it. We compare the ensemble
classification results using majority agreement with the self
correction approach and report the results in Figure 9.

Based on this experiment, the self correction approach
with large events having 10 or more tweets discussing them
demonstrates the best performance. It improves the ensemble
classification using majority agreement by an average of
0.042 in F-measure during evaluation period, whereas the self
correction approach with large events having 100 and 1,000
items improve the ensemble classification by an average of
0.037 and 0.021 correspondingly.

Influence of number of classifiers. In this experiment we
analyze the performance of REX ensemble classification based
on the number of classifiers comprising it. Note, that we use
an odd number of classifiers to make sure that we always have
a majority agreement winner and there are no undecided cases
with ties.

We want to confirm the theoretical bound on the number
of classifiers derived in Section V-B. Specifically, the bound
is computed to be 13. Hence, we compare the performance
of REX ensemble classification with 13 classifiers versus less
than 13 classifiers, namely 3, 5, 7, 9, and 11, and greater than
13 classifiers, namely 15, 17, and 19. See the results of the
experiment in Figure 10, where we display average F1-scores
for each REX-n ensemble of classifiers.

Here, the accuracy of the proposed REX-n classification
improves from REX-1 to REX-13. This is due to the fact that
we need at least 13 classifiers for an ensemble classification
to perform better than individual classifiers in our setup.
However, the performance of REX-15, REX-17, and REX-
19 is surprisingly also inferior to REX-13, which necessitates
further analysis. We computed the average F1-scores for
individual classifiers 15, 17, and 19 over 12 months in 2014
and found out that they were each below 0.9. That is why the
overall REX-n classification led to inferior results. This is due
to the contents of the corresponding sets of Wikipedia articles



Fig. 10. Influence of number of classifiers

that were randomly selected as features for these classifiers.

E. Selection of the Top Classifier Models

In the experiments up to this point, we apply the randomized
ESA approach to construct individual classifiers. In particular,
we download a random set of 2,400 articles to generate vectors
for a bootstrapped training dataset and then use the generated
vectors together with their labels to build a classifier model.
We repeat this process to form a total of 13 classifier models
that are then used to classify evaluation datasets. The question
that naturally arises is whether those 13 models are really the
best ones for classification purposes. In the proposed method
each such model is based on a random subset of Wikipedia
articles that may not necessarily lead to the best classification
performance. And if we can we build many models, e.g. a
hundred of them using this approach, is there a way to select
the top 13 from the hundred?

In this experiment we explore this idea and build 100
classifier models in total using the randomized ESA approach.
For each classifier, we download a random subset of 2,400
articles from Wikipedia that are then used to generate vectors
for the tweets from the training dataset. We propose to
use a standard F1-score metric based on the stratified 10-
fold cross-validation. Cross-validation is a standard model
validation technique in statistics to assess the performance of
a predictive model [28]. We use a stratified 10-fold cross-
validation approach that ensures that each fold has the right
proportion of each class value. Conveniently enough, the Weka
software package provides this information as an output of the
process of building a model.

Using the computed F1-scores for comparison purposes, we
rank the classifiers’ performance to select the best and the
worst 13 classifiers based on the training dataset. Then we use
the proposed REX method for ensemble classification using
these classifiers based on the evaluation dataset and plot the
results in Figure 11. Note, that the overall performance of the
REX method based on the best 13 classifiers is not very much
different from the REX performance based on the worst 13
classifiers. Based on these results, we conclude that there is
no need for generating 100 classifiers in order to select the best
13 for the REX based classification, because any 13 classifiers
can provide a comparable overall performance.

Fig. 11. Selection of the top classifier models

Fig. 12. Ensemble of REX, Word2Vec, and BOW

F. Ensemble of REX, Word2Vec and BOW

As we have shown in the experiments above, ensemble
classification using REX approach demonstrates strong perfor-
mance. However, the baseline methods also produce accurate
results with an average F1-score > 0.8. In addition, all of
these methods use completely different approaches to feature
generation for classification purposes, such that the errors they
make are independent of one another. Hence, these methods
are accurate and diverse. Which leads us to the question
whether an ensemble of REX, Word2Vec, and BOW can
produce better performance than either of them alone.

See the results of the experiment in Figure 12. We observe
that even though an ensemble of REX, Word2Vec, and BOW
performs better than the baseline methods, but it produces
worse results than the proposed REX approach. This is due to
the weak classification performance of the BOW method. We
expect that an improved BOW or an alternative method with
a strong individual classification performance would produce
stronger ensemble classification results.

G. Landslide Detection Results

In this experiment we compare landslide detection results
by LITMUS against an authoritative source over a one year
period. Specifically, we use a list of landslide events provided
by the USGS Landslide Hazards Program. Each month USGS
publishes information links for landslide events reported by
other reputable sources, including Weather.com, ABC News,
China Daily and others. The links also contain the dates when
they were posted.

See the landslide detection results in Figure 13. Note, that
LITMUS detects the majority of landslides reported by USGS
in each month during evaluation period, which is marked as



Fig. 13. Overview of landslide detection results

Fig. 14. Landslide detection results in December, 2014

LITMUS & USGS in the diagram. In addition, LITMUS detects
many more landslides unreported by USGS during the same
period — see the LITMUS only line in the same diagram.
For example, consider December, 2014. During this month
LITMUS detects 71 out of 72 landslides reported by USGS
as well as 190 landslides unreported by USGS during this
period. We plot the example results of landslide detection by
LITMUS and USGS during December, 2014 on a Google Map
in Figure 14.

VII. CONCLUSION

In this paper, we filter out noise from Social Media with
respect to landslide as a natural disaster. We propose REX,
a classification system that constructs independent classifiers,
which can be used for ensemble classification of Social Media
texts. Each classifier is built using randomized Explicit Se-
mantic Analysis, and is able to correct its results based on the
observation that the majority label assigned to Social Media
texts belonging to a large event is highly accurate. We evaluate
REX against the standard and state-of-the-art algorithms on
the real-world annotated data from Social Media spanning
1.5 years that we release to the public. Experimental results
demonstrate that REX achieves high accuracy and outperforms
existing algorithms in determining the relevance of Social
Media texts to a natural disaster.
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